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There are several reasons to suppose that discourse participants possess a rich and detailed set 

of expectations about the type of dialogue act that will be performed by the next speaker.  As 

argued by Levinson (1995), recognition of the speaker’s intention type is crucial to the 

hearer’s ability to formulate an appropriate response.  However, the form of the utterance is 

not an entirely reliable guide to the type of dialogue act that is being performed: even at a 

coarse level of granularity, utterances that are formally statements or questions may be used 

to issue requests, and so on.  This suggests the need for sophisticated heuristics to solve the 

mapping problem, if dialogue acts are to be correctly identified by hearers. 

Recent experimental evidence demonstrates the acuteness of this problem in real-time 

communication.  Research on turn-taking (Magyari and de Ruiter 2012, Stivers et al. 2009) 

shows that the new conversational turn typically ensues with near-zero latency.  Given that 

successful conversation relies upon both parties adhering to specific sequences of dialogue 

acts (such as adjacency pairs; Schegloff and Sacks 1973), this appears strongly to suggest that 

hearers are able to identify the preceding dialogue act before it is unambiguously determined 

by its semantic content. 

To address this requirement, we propose a computational model of the hearer in which the 

mapping from signal to intention is calculated with reference to three distinct sources of 

information: conventions about the dialogue acts that are typically associated with specific 

signals (potentially including lexical items, gestures, intonation etc.), likelihood information 

concerning which signals are customarily used to perform specific dialogue acts (which is not 

necessarily an obvious reflex of the convention patterns), and a set of expectations as to what 

kind of dialogue act will be forthcoming.  These expectations are characterised by a prior 

probability distribution over the set of possible dialogue act types (which we provisionally 

assume to be a relatively small set of general types, such as have traditionally been proposed 

in speech act theory).   

The model operates by subjecting the prior probability distribution to a process of Bayesian 

update, using the information in the convention and likelihood databases, whenever a signal 

is received.  Informally speaking, the expectation as to the kind of dialogue act that will 

follow is adjusted in accordance with the kind of signal that is being received, taking 

pragmatic considerations into account at the same time.  As the current dialogue turn 

continues, the process of Bayesian update cycles, until either the turn finishes or satisfactory 

convergence is achieved (which can be measured in terms of reduced entropy).  By positing a 

threshold of entropy below which the hearer can plan the next dialogue turn, we can draw 

predictions about the speed of turn-taking, which can be tested against empirical and corpus 

data on interactions.  In a similar spirit, we can draw predictions about when explicit repair is 

initiated by the hearer (cf. Colman & Healey 2011): on our account, this should occur when 



there is a sufficiently severe clash between the prior expectations and the database entries 

associated with the signal, which we can quantify using Kullback-Leibler divergence, a 

standard measure of relative entropy.  In both respects, we are essentially articulating 

quantifiable predictions about the way in which discourse-level information (the prior 

expectation) and lexical information (the signal) interacts. 

In this presentation, we outline the workings of the model, with particular focus on the 

potential utility of this approach to the modelling of expectations in discourse.  The 

probabilistic, Bayesian mechanism that we adopt here confers a number of advantages: these 

include its modularity (that is, that the model of dialogue act recognition can be readily 

integrated with semantic accounts), its flexibility (as a framework within which different sets 

of possible dialogue acts, and meaning-bearing units, can be posited and evaluated), and 

arguably its cognitive plausibility (Oaksford & Chater 2007).  At the same time, this model 

must confront a number of challenges: on the one hand, it requires the existence of a 

sufficiently large, general and fine-grained set of dialogue acts in order for their identification 

to be helpful in utterance planning, while on the other hand this set must be sufficiently small 

to avoid the scaling problems that plague computational dialogue systems when these are 

applied to the unconstrained domain of human language (cf. Young 2010). 

Also relevant both to the theme of the workshop and to our model is the question of how the 

prior expectation is constructed – that is, how the probabilities concerning the forthcoming 

dialogue acts are initially to be acquired in a psychologically plausible fashion.  We explore 

this question by appeal to the literature on dialogue acts, and in particular the work on 

adjacency relations (Schegloff and colleagues) and scripts (Schank & Abelson 1977).  In 

particular, we discuss how we are applying the model to an experimentally studied domain, 

namely that involving customers ordering drinks at a bar.  Using a corpus of interactions, we 

can identify expectations about the forthcoming dialogue act based upon the preceding act(s), 

and use this to inform the behaviour of a robot bartender, with the aim of making it more 

cooperative and naturalistic.  We discuss how this method can be generalised to permit the 

learning of expectations about dialogue act types in other domains, and how our model can be 

used to evaluate the helpfulness of such sets of expectations. 
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